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A language processing system for English

This article describes architecture of a language processing system for English. The system is a complete solution for syntactical analysis and knowledge extraction. It is based on the principles of modular and open architecture, and includes four main modules: preformatter, segmenter, tagger and parser which provide recognition of document structure and reveal syntactical and semantic information. The system is primarily oriented for processing technical articles and patents, but may be applied to general documents as well. Due to flexible design the system may be used in many language processing tasks such as information retrieval, summarization, categorization and question answering. The system is available commercially in the form of SDK for Windows and Linux platforms.

Introduction

We provide a description of a language processing system developed by us for English language. The system is a complete solution for syntactical analysis and knowledge extraction. It takes documents in various formats on input and processes them. During the processing different types of information about a document are made available. The output information includes document formatting, sentence structure of the document, syntactical parsing trees and relations. The words are part-of-speech annotated and lemma information is made available for them. The provided output may be used directly by an information retrieval system to organize document search and intelligent document comparison. Semantic analysis modules may benefit as well. For example, a summarizer may use the provided sentence structures, syntactical trees and relations to determine informative fragments by applying statistical and pattern-based methods. A question answering system can make use of semantic information available in the relations. 
General architecture

The system is based on the principles of modular and open architecture. The four main modules provide text processing: preformatter, segmenter, tagger and parser. Each of them performs certain steps of document analysis. The preformatter is used to convert documents from different formats and recognize their internal structure and formatting. The segmenter is a component that provides word and sentence segmentation. The tagger annotates words with part-of-speech tags, and the parser provides syntactical analysis of a document along with extraction of relations.
In order to process the text each of the modules requires certain algorithms and linguistic data. The data may include dictionary information, statistics collected from a corpora or a set of rules designed by linguists. All the information is stored in the linguistic database (LDB), which allows the modules to access it when needed. According to the open architecture principle LDB is maintained separately from the programmatic part of the system. Linguists are able to modify any data stored in LDB without recompiling the executable files or even knowing anything about programming. In a combination with modularity this principle gives flexibility of maintenance and allows developing the system in parallel.
Fig. 1 illustrates the steps of document processing. Below we provide more detailed description of the modules.
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Fig.1. Document processing
Preprocessing

Preprocessing includes recognition of document structure and segmentation into words and sentences. The preformatter converts documents from various formats, such as html, doc, etc. into an internal data structure. A type of a document such as a web page, patent, technical article, etc. is recognized. The internal structure is a tree which consists of text fragments with labels attached to them. The labels store various formatting information such as font faces and sizes, titles, paragraphs, etc. The preformatter also recognizes auxiliary information available in a document. For example, for web pages it finds menu items, copyright notices, etc. and labels them correspondingly. Such elements may be skipped during further processing because they are not concerned to the general document contents. Other fragments are processed independently by the subsequent processing modules. After the complete processing the information attached by the preformatter is available together with the information provided by the tagger and parser. The preformatter information may be used for example by a summarizer to find emphasized parts of the document.
Identified by the preformatter text fragments (such as titles, paragraphs, etc.) are then processed by the segmenter module. The segmenter consists of two parts: tokenizer and sentence splitter. First, the tokenizer is applied. It inserts additional spaces in the text to denote token bounds. So, the text after the tokenizer is a sequence of tokens separated by one or several spaces. After that the sentence splitter module transforms the text to a list of sentences, each of those is a sequence of tokens.
Both the tokenizer and sentence splitter rely on rules. The rules are written by experts and are maintained as a part of LDB. The special formalism was designed for this purpose. Each rule for the tokenizer or sentence splitter is a regular expression with context in the form of LeftContext < Focus > RightContext -> Operator, where Operator is a replacement operator. There are several replacement operators, which are used to insert or to delete spaces (token bound markers) or new line symbols (sentence bound markers) into the processed text. 
In order to update LDB the experts need to compile the rules into a binary form. A set of program tools was designed for this purpose. The rules are parsed and a combination of deterministic and non-deterministic finite-state automata is built and then saved in a binary format. 
Tagging

After segmentation sentences are processed one after another by the tagger which annotates each word with a unique part-of-speech (POS) tag. The tagger is based on a hybrid architecture that combines both statistical and rule-based approaches. The statistical part is based on the trigram model [1] with modifications, trained on a part-of-speech annotated corpus of patents, technical articles and web pages. The trigram model contains statistics of unigram, bigram, and trigram co-occurrences of tags and words, as well as suffix statistics that are used to predict tags for unknown words. The training corpus for the model was collected by linguists using automated means and contains more than 10 million token-tag pairs. The tagset is a generalized version of the Lancaster-Oslo/Bergen (LOB) tagset and consist of 37 tags. In order to increase the accuracy of assigning POS tags for unknown words a comprehensive dictionary (backup lexicon) is used. The dictionary provides part-of-speech information for many English words, and also contains additional information such as word forms, lemmas and derivatives. Along with the dictionary the tagger uses three rule-based modules: morphological tag guesser (MTG), tagged set phrases (TSP) module and rule-based tagging corrector (RBTC) module. The morphological tag guesser contains rules to recognize part-of-speech tags for a word using its morphological properties. Each MTG rule consists of a regular expression and a tag to be assigned if the regular expression matches a word. During the tagging process MTG is applied to unknown words before the standard suffix-based tag guessing algorithm.
The tagged set phrases module contains sequences that are likely to be tagged in a certain way. For example, the phrase light_NN emitting_NN diod_NN is a good candidate for inclusion into the tagged phrases module, because it is a specific scientific term. Such inclusion would allow avoiding tagger errors with the words light and emitting that may be tagged differently than NN (noun). E.g. word light tends to be an adjective in this case. The TSP module may contain rules with positive of negative weights assigned to them. The weights are used during the statistical tagging process to increase or decrease the probability of the corresponding tag chain. For the purpose of generalization it is possible to omit words in TSP rules, leaving only a tag in a certain position.
After the work of the statistical model the RBTC module is used to correct the tagged sequence. The rules for RBTC module are based on a regular expression formalism that was designed specially to work with a tagged text. The formalism allows writing rules in a form of regular expressions with conditions specified for words and tags. Each rule corrects one or more tags in the tagged sequence depending on the context. For example, the rule < "one"_CD > VB|AUX|MD -> PN changes the tag CD (cardinal number) to PN (pronoun) for the word one if the next word was tagged as VB, AUX, or MD (verb, auxiliary verb or modal verb). Using finite-state methods a set of RBTC rules is compiled into a combination of deterministic and non-deterministic finite-state machines, and saved in a binary form. Fig. 2 illustrates the tagger architecture.
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Fig. 1. Hybrid tagger architecture
Parsing and extracting

After the tagger an annotated sentence is passed to the parser which builds a parsing tree for the sentence and extracts relations. The parser is designed using a hybrid model based on linguistic rules, statistically collected data and semantic classifier (WordNet [2, 3]). The parsing is performed bottom-up via finite-state cascades [4], for which a set of rules is written by linguists. Statistical and semantic modules are called by demand where the corresponding disambiguation process is required.

For the purpose of designing rules the regular expression formalism similar to one in RBTC module is used. The rules are written in regular expression style, and common regular expression operations such as concatenation, alteration, Kleine closure, etc. are supported. Conditions on words and tags are allowed. A single rule defines a condition applied to a tagged chain and introduces a non-terminal symbol that will substitute a matched sub-sequence of tagged words. A set of rules forms a cascade. During the matching process an input chain is observed from left to right, and a certain rule from the cascade may match it. After that the matched sub-sequence is replaced with a non-terminal symbol and matching process continues from the next position. When the chain is fully observed by the current cascade it is passed to the next one.
The parser consists of three parts: chunker, lexicalizer and lexicalized parser. First, the tagged word sequence is passed to the chunker, which provides recognition of basic noun phrases, verb chains, and simple adverbial and adjectival phrases. The chunker consists of several cascades and transforms the input sequence of tagged words to a sequence containing tagged words and non-terminal symbols. Simultaneously the parsing tree is built. The chunker does not recognize heads of chunks. In order to do this the output of the chunker is processed by the lexicalizer module. The lexicalizer performs “lexicalization” of non-terminal symbols: depending of the name of a symbol a set of rules is applied to retrieve the corresponding chunk head (we call it lexeme), which is also canonized to a base form. As a result, the sequence is updated: each non-terminal tag is extended with a lexeme. A set of rules in the form of regular expressions is maintained for the lexicalizer. 
During the further processing lexemes play the same role as words, and non-terminal symbols are not distinguished from the POS tags and extend the tagset. So, the lexicalized parser module is very similar to the chunker except for it creates new non-terminal tags already with lexemes attached. The lexemes are derived from the lexemes of the underlying parsing level.

During the lexicalized parsing we use statistically collected data and WordNet to resolve certain types of ambiguities (e.g. PPA problem). Corresponding disambiguation modules are called during the parsing process. The regular expression rules are used to identify an ambiguous chain and then either the statistical module or WordNet is called to resolve it.
As a result of calling the chunker, lexicalizer and lexicalized parser modules a parsing tree for the sentence is built. The example below illustrates the process.
Input word sequence

The company offers innovative and comprehensive computer-based testing and Internet-based testing solutions

Tagged word sequence

The_DT company_NN offers_VB innovative_JJ and_CC comprehensive_JJ computer-based_JJ testing_NN and_CC Internet-based_JJ testing_NN solutions_NN

Parsing tree after chunker 

(NP The_DT company_NN) (VP offers_VB) (NP innovative_JJ and_CC comprehensive_JJ computer-based_JJ testing_NN) and_CC (NP Internet-based_JJ testing_NN solutions_NN)

Token sequence after chunker 

NP VP NP and_CC NP

Token sequence after lexicalizer

company_NP offer_VP testing_NP and_CC solution_NP

Parsing tree after lexicalized parser  

(offer_SVO (company_NP The_DT company_NN) (offer_VP offers_VB) (testing_NP (testing_NP innovative_JJ and_CC comprehensive_JJ computer-based_JJ testing_NN) and_CC (solution_NP Internet-based_JJ testing_NN solutions_NN)))

Fig. 3. Parsing example
Together with the construction of the parsing tree the parser extract relations. The relations are represented by plain structures that store relation names and fields. Currently the following relations are extracted: noun groups, subject-verb, verb-object pairs and subject-verb-object triples. Relations may optionally contain additional adjectival and adverbial fields classified by type, such as location, manner, time, etc. For the example above, the following set of relations would be extracted (Fig. 4). Lexemes are taken in square brackets.
	
rNP
	The_DT company_NN [company_NP]

	rNP
	innovative_JJ and_CC comprehensive_JJ computer-based_JJ testing_NN [testing_NP]

	rNP
	Internet-based_JJ testing_NN solutions_NN [solution_NP]


	rSVO
	The_DT company_NN 
[company_NP]
	offers_VB [offer_VP]
	innovative_JJ and_CC comprehensive_JJ computer-based_JJ testing_NN and_CC Internet-based_JJ testing_NN solutions_NN  [testing_NP]


Fig. 4. Extracted relations

Results

The system was tested as a whole for the task of extraction subject-verb, verb-object pairs and subject-verb-object triples. SV and VO pairs were not extracted if the corresponding SVO triple was extracted from the same fragment. Table 1 illustrates the amounts of rules that were written for the modules of the system in order to perform SVO extraction task.

	Module
	Amount of rules

	Tokenizer
	56

	Sentence splitter
	9

	MTG
	16

	TSP
	1878

	RBTC
	20

	Chunker
	235

	Lexicalizer
	7

	Lexicalized parser
	181


Table 1. The amounts of rules written for the modules
The test corpus contained about 9000 previously not observed by the system sentences (243.000 tokens) taken from patents, technical articles and web pages. The sentences were manually annotated with the corresponding subject-verb-object triples. Tested on this corpus the system showed the precision of 47.67% and recall of 48.82% (Table 2). Partial matches were not counted. We believe that the results may be further improved by writing a more comprehensive set of rules. The average speed of the processing was about 48 k/sec on Celeron 2.4GHz machine.
	Precision, %
	Recall, %
	Speed, k/sec

	47.67
	48.82
	48


Table 2. Results of SVO extraction 
Conclusion

We described a complete architecture of a language processing system for English. The system is modular and contains preformatter, segmenter, part-of-speech tagger and parser which provide recognition of document structure and reveal syntactical and semantic information. Due to flexible design the system may be used in many language processing tasks such as information retrieval, summarization, categorization and question answering. The system is available commercially in the form of SDK for Windows and Linux platforms.
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